OS Memory Tiering

CS592: Datacenter Memory Systems, Fall 2026
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Data (olace_me_n't problem 'S more general
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OS Tiered Memory Mamagement
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Reca(a: NUMA memory momagement
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Mechanisms: Access track?ng, page m}gration

Policies: When to migrate_? which pages to wﬁgrate?



Wl«t/ not just use NUMA memory w\anagemen‘t?
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Wl«t/ not just use NUMA memory w\anagemen‘t?
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TPP: Page_ demotion
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TPP: Access tracking
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TPP: Other aspects

Decouphng allocation and reclaim watermarks

Page Type aware allocation
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HeMewm kel/ contributions

Access ‘tracking Via memory access sampling
Page migration using DMA engines

Userspace Implementation



HeMem access ‘tracking motivation
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HeMem: PEBS-based access ’Crack?ng
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HeMewm: Page migration using DMA eng?mes



HeMewm: Userspace implemen‘tat?on
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